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Abstract 

Replication has become a central 
element in modern information systems, 
aiming to increase availability and 
enhance scalability. For a cluster of 
backend databases in a dynamic content 
site, the clients should see a single image 
of the system, requiring a middleware 
solution that utilizes a replication 
scheme that reduces the number of 
conflicts in order to maximize 
performance. This paper presents a 
middleware-based approach, taking 
advantage of a scheduler through which 
all transactions pass. The scheduler 
implements a multithreaded model in 
order to scale a large cluster of 
databases and more client connections. 
In order to minimize the number of 
conflicts and enhance the performance, 
the replicas use a writeset to send 
updates to the other replicas in the 
cluster, thus parallelizing read and write 
operations.  
 
1. Introduction 

In today’s world, multi-tier 
architectures are the standard for 
advanced information systems. In 
dynamic content sites in particular, a 
three-tier architecture is commonly 

employed. It consists of a front-end web 
server to which clients connect to, an 
application server implementing the 
business logic of the site and a back-end 
database where the dynamic content of 
the site is stored (Refer to Figure 1) [1].  
Access to this content can be achieved 
using a number of scripts. The client 
connects to the web server, sending an 
HTTP request containing the URL of the 
script. The web server executes the 
script, issuing SQL queries to the 
database, and then returns the results to 
the client as an HTML page. 

Data replication in such a multi-tier 
system serves to remove bottlenecks, 
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increase availability and provide fault 
tolerance [5]. Replication in the web 
server layer can be easily employed in 
the web server layer due to its static 
content. Data replication in the back-end 
layer however, introduces consistency 
issues due to the dynamic nature of the 
data stored on the database [1]. The 
back-end layer is the most resource-
exhaustive in applications such as e-
commerce sites [2] or bulletin boards 
[3]. It is replication at this back-end 
layer, which is the main concern of this 
paper. The overall system will operate 
by replicating the database servers to 
form a cluster of peer servers that 
coordinate updates. 

Traditionally, database replication has 
been achieved using modifications to the 
core code of the database management 
system (DBMS) [6] [7] [8]. These 
modifications generally consist of 
maintaining an access to the transaction 
log of updates and adding a group 
communication module, as in Postgres-R 
[6] and Postgres-R(SI) [7]. These 
approaches generally result in good 
performance and reduced overhead.  

A fundamentally different approach 
compared to DBMS core modification is 
to deploy a middleware as an 
intermediate layer between the 
application layer and the database 
cluster. Thus, a scheduler is interposed 
between the two layers as shown in 
Figure2 [1], so that DBMS 
idiosyncrasies are hidden from both 
users and applications [5]. An example 
of such a middleware-based approach is 
Ganymed [9]. It features a JDBC driver 
and does not involve SQL statement 
parsing or table level locking, leading to 
increased performance.  

Our pervious system, the conflict-
aware scheduler, is a middleware-base 
approach implemented after studying the 

workloads imposed on the database of a 
dynamic content site by the TPC-W 
benchmark [4]. Our previous work 
suggests that a lazy read-one, write-all 
replication in combination with 
conservative two-phase locking is 
suitable for distributing data across a 
cluster of databases in a dynamic content 
site [1].  

A concern with a conflict-aware 
scheduler is the possibility of poor 
performance and scalability due to 
extensive computation on the scheduler. 
This in turn can cause issues in terms of 
availability and fault tolerance of the 
database cluster. In this paper, we 
address two ways to improve the 
performance of the overall system as 
well as making it more scalable for high 
workloads. The first solution is to 
implement a multithreaded scheduler to 
distribute the load across multiple 
threads. In this implementation, the 
threads will be added dynamically once 
the number of handled connections by 
each thread exceeds a set threshold. The 
second solution is to use a more fine-
grained locking as opposed to the 
previously employed two-phase locking. 
This is done by executing the SQL 
statements on a replica designated as the 
master, and later extracting a writeset 
consisting of the rows that were 
modified. In this implementation, the 
locking will be done at the row-level as 
opposed to table-level. This will allow 
for simultaneous reads and writes on a 
single table as long as different rows are 
being accessed, which in turn results in 
improved performance.  

The outline of the paper is as follows. 
Section 2 explains some of the major 
related work. Section 3 gives a review of 
the previous design as well as the new 
design proposed to address performance 
issues. Section 4 describes the 
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implementation of this design. Section 5 
expands on this design to describe 
possible future extensions. Section 6 
concludes the paper.  
 
2. Related Work 

2.1 Postgres-R 
Postgres-R is implemented as an 

extension to PostgreSQL. In Postgres-R 
an eager replication method is used, 
meaning changes on the different 
replicas happen within the transaction 
boundaries. That is, once the transaction 
commits all replicas store the same value 
[6]. Usually, eager replication protocols 
suffer from high deadlock rates and poor 
response times.  

In order to reduce the conflict profile 
of the transactions inherent in eager 
replication, Postgres-R uses shadow 
copies to perform updates. That is, write 
operations are performed on private 
copies, and the changes bundled into a 
single writeset message are then 
propagated to other replicas at commit 
time. A group communication primitive 
is used to multicast the writeset and to 
determine the serialization order of the 
transactions, providing same total order 
on all replicas.  

 
2.2 Ganymed 
The Ganymed system is a middleware 

approach, featuring a JDBC driver 
allowing for extensive portability [9]. 
The backend database cluster consists of 
a single master and a set of slave 
replicas.  

The central idea in the Ganymed 
system is to use snapshot isolation (SI) 
to increase performance by separating 
read-only transactions from write 
operations thus reducing conflicts. In 
this approach, all write operations are 
handled to the master while read queries 
are processed by the slave replicas. The 

updates on the master are then sent to the 
slaves in the form of a writeset message. 
To ensure that read operations use the 
last updated version of the database, a 
global database version, and a local 
database version are maintained. Once a 
read query is received, the scheduler will 
choose a slave replica to perform the 
transaction. If the global and local 
version numbers match, meaning all 
writesets have been applied, utilizing SI  
a read-only snapshot of the database is 
created. All consecutive operations of 
read-only transactions will be performed 
using this snapshot. Therefore, due to the 
nature of SI, the application of further 
writesets on the replicas will not conflict 
with read-only transactions.  
 
3. Design 

3.1 Previous System [1] 
As explained in the Introduction 

section, our previous system implements 
a scheduler between the application 
server tier and the back-end tier. The 
scheduler uses a lazy replication 
protocol while guaranteeing 1-copy 
serializability. Furthermore, the 
scheduler is augmented to be conflict-
aware to improve the system 
performance.  

The lazy replication algorithm 
implemented, asynchronously propa-
gates replica updates to other nodes, 
possibly after the updating transaction 
commits. An appropriate consistency 
model for this replication in e-commerce 
sites is 1-copy serializability. With this 
model, conflicting operations of 
different transactions are enforced in the 
same total order at every replica. This is 
implemented by employing a sequence 
numbering scheme at the scheduler. 
Additionally, since the computational 
cost of read queries is generally much 
larger than that of update queries, read-
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one write-all replication is favored. As a 
result, the more computationally 
expensive components, i.e. the reads, are 
executed on a single machine, and only 
the inexpensive components, i.e. the 
writes, are executed on all replicas. 
Finally, frequent conflicts can increase 
the potential for a deadlock. This is 
resolved by using a conservative two-
phase locking [10] as the concurrency 
control method. In this method, the locks 
are acquired at the beginning of each 
transaction and are released only at the 
end of the transaction.  

In summary, the finalized system 
implements a conflict-aware scheduler 
with lazy read-one, write-all replication 
in combination with conservative two-
phase locking.  

 
3.2 Changes and Additions 
The new design uses the previous 

system as the base model. Due to the 
complexity of the computations in the 
scheduler, surpassing a certain number 
of client connections and databases in 
the cluster will result in decreased 
performance. Therefore, the scheduler 
becomes a bottleneck in high-load 
situations as well as in large clusters.   
We addressed the issue of decreased 
performance in two different ways.  

First, we made use of multiple threads 
to service clients, thus balancing the load 
across the threads and allowing each 
thread to service less clients but more 
efficiently.  

Second, we used a different approach 
in updating the replica compared to the 
previous system. Previously the writes 
were sent to every replica and were 
applied using a table-level two-phase 
locking scheme. This implementation 
causes a high-conflict rate thus reducing 
performance in high-load cases, 
especially when long-running transac-

tions are present. To resolve this issue, 
we explored using a more fine-grained 
locking. In this method, we designated a 
replica as the master where all writes are 
sent to. After the transaction commits, 
we then extract a writeset which consists 
of all the rows that were changed during 
the transactions and their new values. 
This writeset is then sent to all other 
replicas designated as slaves. The 
writesets are then applied using row-
level locking. This will increase the 
performance by allowing execution of 
reads and writes on the same table as 
long as they do not conflict at the row 
level, thus reducing the total number of 
conflicts compared to our previous 
implementation.  

Finally, in order to ensure consistency, 
the writesets are tagged with a sequence 
number to ensure the same total order on 
replicas. In the next section, we describe 
the implementation details of this design.  
 
4. Implementation 

4.1 Previous system [1] 
The previous implementation uses 

common software platforms such as the 
Apache Web server [11], the PHP 
scripting language [12], and the MySQL 
relational database [13].  

The implementation consists of three 
processes: scheduler processes (one per 
scheduler machine), a sequencer process 
(one for the entire cluster), and the 
database proxy processes (one for each 
database replica). The sequencer assigns 
a unique sequence number to each 
transaction to ensure same total order 
and the database proxy regulates access 
to its database server. The scheduler 
forms the core of the implementation. It 
receives different operations from the 
application server and forwards them the 
one or more database proxies depending 
on the nature of the operation. It then 
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forwards the responses back to the 
application servers. The scheduler also 
interacts with the sequencer to obtain 
sequence numbers for the transactions.  

 
4.2 Multithreaded Scheduler 
The performance of the overall system 

can be improved by using multiple 
threads in the scheduler instead of only 
one. As opposed to using a fully 
multithreaded scheme where each 
connection is handled by one thread and 
resource contention may get high, we 
made use of a thread pool to limit the 
number of threads created in the 
scheduler. Each thread in the thread pool 
utilizes an event-driven technique. In 
order to manage the workload in the 
thread pool, a boss/worker threading 
scheme was most suitable. In this 
implementation, a single thread 
designated as the boss, waits for 
connection requests from the application 
server. Once a request is received, using 
a round-robin load balancing algorithm, 
the connection is forwarded to a thread 
in the thread pool that is handling the 
least number of connections at the time. 
This thread is the worker thread, and is 
then in charge of forwarding the required 
operations by the application server to 
the database proxy and relaying the 
responses back to the application server, 
similar to the single-thread scheduler in 
the previous implementation.  

When the workload is high and the 
threads in the thread pool are not 
sufficient to service all the connection, 
more threads are created to handle the 
new connections. The threads are added 
once the number of connections handled 
by each thread surpasses a maximum 
threshold.  

 
 
 

4.3 Writeset  
The database platform used in 

implementing this added feature is 
MySQL 5.1 [13]. This version of 
MySQL presents a new feature called 
“row-based replication”. In this scheme 
the DBMS maintains a log of the rows 
that were modified after a write 
operation. The great advantage of this 
version of MySQL is the row-level 
locking scheme when applying the logs 
as opposed to the previous table-level 
locking.  

In this implementation, a master/slave 
scheme is used. The scheduler is 
modified to send the write operations to 
one replica designated as master. The 
replica then parses the query and applies 
the changes. The log or the writeset 
created by the master consists of all the 
rows that were modified along with their 
updated values. In order to replicate this 
information to the other replicas in the 
cluster (designated as slaves), the log has 
to be closed after each transaction and 
then forwarded to the slaves where the 
changes are applied by executing the 
log. In order to ensure consistency, the 
transactions need to be applied on the 
slaves in the same order as in the master. 
Therefore, each log is tagged with a 
sequence number before being sent to 
the slaves. The slaves then check this 
sequence number to ensure that the logs 
are being processed in the same order as 
on the master. The benefit of row-level 
locking is most prominent when a read 
operation can be executed in parallel 
with the execution of the writeset – as 
long as they do not conflict in accessing 
the same rows.   
 

5. Future Work 
The implemented system works in a 

single-master-multiple-slave setup.  An 
extension to this design would be a 
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multiple-master-multiple-slave setup 
where all replicas act as both masters 
and slaves, thus allowing the write 
operations to be sent to any replica. This 
will even further improve the 
performance of the overall system by 
parallelizing more processes than before. 
Issues arising in this setup can include 
consistency problems which can be 
resolved by either using a global 
sequencer to assign a sequence number 
to the logs, or using a group 
communication system to multicast the 
logs within the cluster. The group 
communication system itself will ensure 
that the logs are received in the same 
total order in the group of replicas.  

Additionally, experiments will be 
carried out using the TPC-W benchmark 
to compare the performance of the 
finalized system with the previous 
design. In the coming year I will 
continue to work with Professor Amza to 
complete the implementation of this 
design and perform experiments. The 
results of the experiments will be 
appended to this paper.  

 
6. Conclusion 
In this paper, with the aim of 

improving performance, we proposed an 
improved scheduler for a cluster of 
database replicas serving as a back-end 
to a dynamic content site. This scheduler 
implements a multithreading scheme in 
addition to a more fine-grained locking 
compared to the previously implemented 
scheme which used table-level locking.  
This scheduler increases scalability and 
performance by balancing the load 
across multiple threads. Additionally, it 
parallelizes read and write operations on 
the replicas by using row-level locking 
to reduce the number of conflicts. 
Replication in the cluster is achieved by 

multicasting a writeset of updates after a 
write operation to the rest of the replicas. 
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